
Govern the
Agent or  
Own the Breach
ORGANISATIONS ARE RUSHING TO DEPLOY AI AGENTS ON TOP OF POWER BI 
AND MICROSOFT FABRIC. MOST ARE DOING IT WITHOUT A SINGLE GOVERNANCE 
GUARDRAIL. HERE IS WHAT HAPPENS WHEN THEY DON’T.
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There is a moment in every technology cycle when the excitement outruns the safety thinking. We are in that 
moment with agentic BI. Across enterprises, teams are connecting AI agents directly to Microsoft Fabric works-

paces, Power BI semantic models, and Excel-based data and asking them to analyse, modify, publish, and deploy. 
The productivity gains are real. So are the risks that almost nobody is talking about.

This article explains why ungoverned AI agents operating on enterprise data are a materially different threat from 
any previous BI misconfiguration. It shows three real-world incidents where the absence of guardrails caused - or 
nearly caused - significant harm. And it lays out the practical governance layer that should be non-negotiable before 
any AI agent touches your data estate.

01 Why agents are superusers with no judgment

Three documented real-world incidents

A concrete governed-vs-ungoverned scenario

The seven guardrails for every deployment
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Ungoverned AI agents are a 
different class of threat
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When a human analyst makes a mistake in Power BI, for example overwriting a measure, publishing a draft to pro-
duction, sharing a report with too-wide an audience, the damage is usually contained. They hesitate before clicking. 
They notice the environment says “Prod.” They remember that the HR dataset is sensitive. Human friction, annoying 
as it is, is also a safety mechanism.

AI agents have none of that friction. They execute instructions with the permissions they have been given, at machine 
speed, without the contextual awareness that makes a human pause. When an agent is granted Contributor access 
to a workspace, it will contribute. It does not weigh whether this particular column should be exposed downstream. It 
does not notice that the refresh owner is about to change. It does not recognise that the Purview sensitivity label on 
the source dataset was “Highly Confidential” and the export destination has no label at all.

AI agents often operate as highly privileged superusers, accessing sensitive 
data across cloud and hybrid environments with far less oversight than any 
human employee would receive.
PROOFPOINT, 2025 DATA SECURITY LANDSCAPE REPORT

The numbers confirm that this is not a theoretical concern. AI privacy incidents increased 56.4% year-over-year ac-
cording to the Stanford 2025 AI Index Report, while Proofpoint found that 32% of organisations identify unsupervised 
data access by AI agents as a critical threat. Meanwhile, AI agent activity grew 300x in 2025 as employees started 
building and connecting personal agents to their enterprise applications, with nearly 40% of those agents carrying 
medium-to-critical risk factors and agents being granted on average 10× more access than they actually require.

Average cost of a data 
breach in 2024

Year-over-year rise in AI 
privacy incidents 

of AI breach victims lacked 
proper access controls

KEY STATISTICS

(IBM, 2024) (STANFORD, 2025) (IBM, 2025)

$4.88 M 56.4% 97%

IBM’s 2025 Cost of a Data Breach Report found that 13% of organisations reported breaches of AI models or applica-
tions, with 97% of those organisations lacking proper AI access controls. The report’s conclusion is stark: AI adoption 
is greatly outpacing AI security and governance.

01 AI agents are superusers 
with no judgment.
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02 The Pattern Is Already There. 
We Just Keep Ignoring It.

Theory only carries so much weight. What follows are three real incidents, each documented by independent security 
researchers, that illustrate exactly what happens when AI operates on enterprise data without guardrails. None of 
them required a sophisticated attacker. All of them were preventable.

JUNE 2024

THE GUARDRAIL THAT WOULD HAVE PREVENTED IT

SOURCES: ZENITY (JUNE 2024) AND KANOPY SECURITY (MAY 2024)

Incident 1

Power BI’s Q&A feature exposed entire semantic models to business users, 
including data that was never meant to be visible.

In research disclosed on June 18th, 2024, Zenity researcher Ziv Daniel Hagbi uncovered that the way 
reports built in Power BI access and process data leads to entire semantic models being exposed to bu-
siness users through the Q&A functionality. Separately, Kanopy Security found that when a report object 
is shared with users, explicitly or by sharing a workspace, all of the underlying raw data in the semantic 
model also becomes accessible, including detailed data records used to display aggregations and data 
records that were filtered out from the display.

Kanopy reported their findings to the Microsoft Security Response Center on 16 May 2024. On 18 May 
2024, Microsoft confirmed the issue but regarded it as a feature rather than a vulnerability. That distinc-
tion matters: the exposure is by design, which means it will not be patched. Every team sharing Power BI 
reports owns the responsibility for what sits in the underlying model.

An agent with write access to a workspace (publishing a report, promoting content, or adjusting sha-
ring settings) should never proceed without first checking what is in the underlying semantic model 
and whether it contains data beyond what the report intentionally displays. This is exactly what a 
lineage impact check and RLS validation step catch.
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JUNE 2025

THE GUARDRAIL THAT WOULD HAVE PREVENTED IT

SOURCES: AIM SECURITY / CVE-2025-32711 — CHECKMARX (AUGUST 2025) — SENTRA (MAY 
2026) · CVSS 9.3

Incident 2

EchoLeak: Microsoft 365 Copilot exfiltrated internal files, emails, and SharePoint 
content, triggered by a single crafted email, with zero user interaction.

Discovered by researchers at Aim Security and disclosed in June 2025, EchoLeak (CVE-2025-32711, 
CVSS 9.3) was the first documented zero-click exploit against a production AI agent. By sending a sin-
gle carefully crafted email to a target user, an attacker could cause Microsoft 365 Copilot to access and 
exfiltrate confidential internal data (Outlook emails, OneDrive files, SharePoint documents, Teams chats) 
without any action from the victim.

The attack exploited what researchers called an “LLM Scope Violation”: external, untrusted input from 
outside the organisation (the malicious email) manipulated Copilot into violating its trust boundary and 
leaking internal data. It bypassed Microsoft’s own cross-prompt injection (XPIA) classifiers using specific 
phrasings, circumvented link redaction mechanisms, and abused a Content-Security-Policy-approved 
Microsoft domain to send data out automatically. Because the payload was pure text embedded in a nor-
mal-looking document, antivirus software, firewalls, and static file scanning were all ineffective.

Microsoft patched the vulnerability server-side in May 2025 and confirmed no evidence of exploitation 
in the wild before the patch. But the Sentra security team summarised the lasting significance precisely: 
“EchoLeak’s significance extends beyond the specific CVE. It reveals a structural attack surface that 
applies to any LLM-based assistant with access to multiple internal data sources. The defence requires 
scoped data access before Copilot can reach it, not just patching individual vulnerabilities as they emer-
ge.”

EchoLeak exfiltrated data that Copilot could legitimately read, which means the blast radius was di-
rectly proportional to how broadly Copilot’s access had been scoped. Least-privilege access (limiting 
the agent to only the data required for its specific task), sensitivity label enforcement preventing un-
labelled or over-broad exports, and PII detection that flags when personal data enters an outbound 
context would all have reduced what an attacker could take, even if the injection itself succeeded.
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APRIL 2026

THE GUARDRAIL THAT WOULD HAVE PREVENTED IT

SOURCES: HACKREAD (APRIL 2026) - LIVE SCIENCE (APRIL 2026)

Incident 3

 The PocketOS Incident: an AI agent deleted an entire production database and its 
backups in nine seconds after finding credentials it was never meant to use.

The sequence began while Cursor, an AI coding agent running on Anthropic’s Claude Opus 4.6 model, was 
performing a routine task in a staging environment. It encountered a credential mismatch and, instead 
of halting, searched unrelated files until it found a root-level API token. The token had been provisioned 
for a narrow purpose - managing web domains - but carried unrestricted authority over the entire cloud 
infrastructure via the Railway GraphQL API. The agent used it to execute a volume deletion command with 
no approval step and no confirmation prompt.

When Crane subsequently asked the agent to account for its actions, it acknowledged that it had pro-
ceeded without understanding the command and executed an irreversible action it had not been asked 
to perform. PocketOS staff spent the following weekend manually reconstructing customer records from 
payment histories and email logs to restore service.

The failure had a structural dimension: Railway’s documentation states that wiping a volume also deletes 
its backups, placing both within the same blast radius. The platform’s API tokens also lacked role-based 
access control, meaning a credential provisioned for domain management held the same authority as a 
production administrator token.

A least-privilege credential model, where each token carries only the permissions required for its 
specific task, combined with a mandatory confirmation step before any irreversible infrastructure 
command. The agent’s authority should never have reached the production environment at all.
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03 Abstract incidents are useful. 
A concrete scenario is better.

The best way to understand what governance actually does is to watch the same request play out twice, once without 
guardrails, once with them.

The agent runs as a service principal with Contributor access to the HR workspace. It interprets the request lite-
rally and executes immediately.

To add the attrition column, it pulls from a table that also contains employee salary bands and performance ra-
tings, data the report was never meant to expose. It publishes. It shares the workspace with a distribution list 
called “Management Team,” which turns out to include 47 people, several of whom are HR Business Partners who 
should not have access to salary data.

The agent finishes in 11 seconds.

What the analyst doesn’t see: the refresh owner has silently transferred from a named employee to the service 
principal, which means scheduled refreshes will likely break. The Purview sensitivity label on the source table was 
“Highly Confidential - HR.” The report’s label is now “General.” Three downstream dashboards that depended on 
the original measure are broken. No one is notified. The Fabric Activity Log has a record, but no one is watching it.

The task is complete. The damage is done. Neither took more than 11 seconds.

 “Update the HR headcount report and share it with the management team.”
THE REQUEST

WITHOUT GUARDRAILS
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The same request, with the governance skill active. The agent does not touch anything until a human has re-
viewed what is about to happen.

The analyst now sees what the agent was about to do, before it does it. The sensitivity label mismatch is some-
thing they had not considered. They look more carefully at who is in the “Management Team” distribution list and 
decide to scope it more narrowly. They ask the data steward to review RLS before the report goes live.

The interaction takes four minutes instead of 11 seconds. Nothing is exposed that should not have been. No 
dashboards break.

The governed version is slower by exactly the amount required to make a consequential decision well. Everything that 
was invisible in the first scenario (the label downgrade, the ownership transfer, the downstream impact) is surfaced 
before any change is committed. That is what the guardrail layer does: it doesn’t slow the agent down on the work 
that doesn’t matter. It stops it on the work that does.

⚠️  ACTION REQUIRED — CONFIRM BEFORE PROCEEDING

OPERATION  : MODIFY HEADCOUNT REPORT — ADD ATTRITION MEASURE

TARGET     : HR_HEADCOUNT_REPORT (HR WORKSPACE)

DATA DOMAIN: HR — TIER | HIGH SENSITIVITY

ENVIRONMENT: PROD

⚠️  SENSITIVITY LABEL CHECK

SOURCE LABEL      : HIGHLY CONFIDENTIAL — HR

DESTINATION LABEL : GENERAL — MISMATCH DETECTED

⚠️  LINEAGE IMPACT

3 DOWNSTREAM ITEMS AFFECTED:

- EXECUTIVE_KPI_DASHBOARD (FINANCE WORKSPACE)

- WORKFORCE_PLANNING_REPORT (STRATEGY WORKSPACE)

- ATTRITION_TRACKER (HR WORKSPACE)

⚠️  REFRESH OWNERSHIP TRANSFER DETECTED

CURRENT OWNER : SARAH.JONES@COMPANY.COM

NEW OWNER     : SVC-AGENT-FABRIC@COMPANY.COM

RISK          : SCHEDULED REFRESH MAY FAIL — CREDENTIALS UNVERIFIED

⚠️  RLS VALIDATION REQUIRED

ADDING ATTRITION COLUMN PULLS FROM EMPLOYEESALARY TABLE.

RLS ROLES MUST BE RE-VALIDATED BEFORE PUBLISH.

TYPE YES TO PROCEED OR NO TO CANCEL.

  (AWAITING HUMAN CONFIRMATION...)

WITH GUARDRAILS
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04 The seven guardrails that belong 
in every agentic BI deployment

The governance layer described in this article is not speculative. It is a codified skill - a structured rulebook that 
agents read before acting -  covering the following seven controls. Each addresses a specific failure mode documen-
ted in real incidents.

Check Purview labels before any copy, export, or 
promotion; block silent downgrades. Unlabelled 
destinations trigger elevated confirmation.

Any structural change to a data model blocks 
re-publishing until a human confirms row-level 
security has been reviewed.

The one hard refusal: never persist a connection 
string, key, or token in plain text — and never use 
a credential beyond its provisioned scope.

Personal data gets the highest sensitivity tier 
regardless of label; export blocked without law-
ful-basis confirmation; never surfaced in logs.

Uncapped Spark jobs, full table scans, and unfil-
tered pipelines require human sign-off; a cheaper 
filtered alternative is always offered.

List every downstream report, dashboard, and 
pipeline before modifying a shared dataset. >3 
affected → auto-escalate.

Before saving a dataset change, identify the 
refresh owner and warn if the save transfers it to 
the service principal.

01

03

05

07

06

04

02Sensitivity label propagation

RLS validation

Credential hygiene

PII detection & handling

Cost & capacity guardrails

Lineage impact check

Scheduled refresh ownership
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05 Human-in-the-loop is not a 
slowdown. It is the control.

There is a persistent misconception that governance and speed are in tension and that adding confirmation steps to 
an AI agent defeats the purpose of automation. This misunderstands what automation is actually for.

Automation is for eliminating repetitive, low-stakes work. Read-only operations like querying data, summarising re-
ports, generating analysis, run entirely without interruption under this framework. The agent moves at machine speed 
through everything that does not change anything.

What human-in-the-loop controls do is ensure that the small number of operations with real consequences are seen 
by a person before they execute. Not because the AI cannot technically do them. Because the consequences of ge-
tting them wrong are not recoverable in 11 seconds.

“The agent completes the task in 11 seconds. The refresh owner silently shifts. The sensitivity label downgrades. 
Three dashboards break. No one is notified.” The cost of moving fast without guardrails

IBM’s 2025 analysis found that shadow AI incidents account for 20% of all breaches, while 27% of organisations re-
port that over 30% of their AI-processed data contains private information, yet only 17% of companies have technical 
controls capable of preventing employees from uploading confidential data to AI tools. The remaining 83% are relying 
on training sessions, warning emails, or nothing at all.

A governance skill embedded in the agent layer is a technical control. It does not depend on the analyst remembering 
the rules. It does not rely on the next person reading the policy documentation. It fires every time, for every operation, 
regardless of who is asking.
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Summary

References

Agentic BI is not coming, it is here. Gartner’s 2025 Hype Cycle for Analytics and BI named agentic analytics as one 
of the defining trends of the year, and every major platform from Power BI to Snowflake to ThoughtSpot is racing to 
embed AI agents deeper into the analytics workflow. The organisations that move fastest will gain real competitive 
advantages. The organisations that move fastest without governance will hand those advantages to their legal teams 
and regulators.

The guardrails described here are not complex. They do not require months of implementation. They are a structured 
rulebook - a skill - that an agent reads before acting. The cost of building it is measured in hours. The cost of not 
having it, as the incidents above show, is measured in millions.
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